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INTRODUCTION: Behavioural support has been
shown to possess high efficacy in aiding smokers
to stop smoking at a level at least similar to nicotine
replacement therapies (NRT) while causing no adverse
physiological effects. Furthermore, the effects of
behavioural interventions and NRT appear to be roughly
additive. The effectiveness of interventions appears to
increase with the frequency of contact with an eHealth
application, with daily contact showing higher efficacy
compared to weekly sessions with a trained stopsmoking specialist. Previous automated counsellors
based on a motivational interview approach, lapse
preparation, and lapse management are rigid in their
therapeutic path, with limited ability to reflect the needs
and the specific situation of a given patient. AIMS:
This report aims to describe a possible approach to
developing a more engaging, patient-tailored automated
counsellor based on recent advances in the natural
language processing (NLP) field that should make

remote chat-based counselling easier for professionals
while gathering data for the NLP model, which should
ultimately be able to conduct the therapy on its own.
METHODS: The core of the approach lies in utilizing
the Text-to-text transfer transformer (T5). T5 is, in
essence, a set of neural network models aimed at
tasks formulated as an expected textual response to
a given textual input. These models can be utilized
to – at first – suggest answers to counsellors in live
chat sessions with patients. Actual answers from these
sessions would subsequently be used to fine-tune the
models and ultimately provide high-quality counselling
without human intervention on the therapist’s side.
CONCLUSION: The article presents a novel approach
to internet-delivered smoking cessation cognitivebehavioural therapy utilizing a powerful artificial neural
network NLP model acting as a conversational agent
and a data collection protocol with usage incentives for
both smoking cessation experts and smokers.
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• 1 INTRODUCTION
Worldwide, an estimated 23% of the adult (at least 15 years
old) population, or approximately a billion people, smoke tobacco (Gowing et al., 2015), causing approximately six million
deaths every year (West, 2017). According to Jha & Peto (2014),
most smokers start smoking in their youth (50% of men, 10%
of women), they rarely stop, their life expectancy is, on average, ten years lower when compared to that of non-smokers,
and they can expect the onset of an age-related disease about
ten years earlier compared to non-smokers. However, the same
source reports that stopping smoking before 30 years of age
can reverse the effects entirely, and stopping later has a significant positive impact on life expectancy – stopping at 50 years
of age still increases a person’s life expectancy by six years
on average.
Smoking cessation is notoriously hard; according to West
(2017), only about 5% of unaided attempts to stop smoking are
successful in the long term (no relapse for at least six months).
The same article cites various forms of behavioural support to
increase the odds: addiction expert counselling by 2–7 percentage points, printed self-help materials by 1–2 percentage
points, text messaging programmes by 2–7 percentage points.
According to Kulhánek et al. (2018), the long-term success rate
of quit attempts aided by continuous everyday behavioural
therapy in the form of a specific eHealth application is at least
20%, which is significantly higher than the 7–12% success rate
of the more efficient methods mentioned above. Furthermore,
the same study estimates that roughly three-quarters of smokers would prefer quitting with the aid of an eHealth application
instead of attending sessions with an addiction expert.
Given the above, effective and scalable tools that aid smoking
cessation are highly desirable. Cognitive behavioural therapy
approaches are effective, but conventional therapy is not scalable to the figures mentioned above. This work proposes an artificial neural network-based agent based on recent advances in
the natural language processing field and a protocol for collecting the data needed to train it.

1.1 Natural language processing applications in
public health
Natural language processing (NLP) has been successfully applied to many issues in the health sciences. NLP is tackling a
rapidly increasing number of various tasks. A considerable
portion of previous successful applications focused on the
processing of unstructured medical text (e.g. anamneses or
discharge summaries). The benefit of these applications arises chiefly from the following facts. One, a typical medical record is too big for a person to absorb in a limited time. Two,
there are many tasks and research questions in the medical
field whose solution requires the valuable information contained within the medical records in a specific form. Three,
up to 70% of a typical medical record is an unstructured text
(Roberts, 2017). Two notable examples are information extraction and text summarization. A comprehensive review of
clinical information extraction applications is given by Wang
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et al. (2018). Other examples are prediction, e.g. symptom
severity prediction from neuropsychiatric records (Filannino
et al., 2017) or problem usage of prescription drugs (Carrell
et al., 2015), classification, e.g. classification of a cancer stage
from free-text histology reports (McCowan et al., 2006), analysing social media for public sentiment, prevalence, and the
like with regard to medical topics (Conway et al., 2019), and,
importantly, de-identification. With the exception of de-identification, all these tasks fall into a subfield of natural language
understanding (NLU). A comprehensive summary of such
NLP applications in the clinical field is given by Velupillai et
al. (2018). Many of these applications are already well established, with several ready-to-use software frameworks, e.g.
SemEHR (Wu et al., 2020), cTAKES (Savova et al., 2010), and
codified benchmark tasks such as n2c2.1
The above NLP applications in the medical field may be regarded as “passive”. That is, their ultimate use is to inform medical professionals who then implement treatments. In contrast,
recent advances in NLP allow the treatment itself to be tackled by automated systems. Specifically, conversational agents
(chatbots) in mental health therapies have started emerging.
An overview of 41 different mental health support chatbots is
given by Abd-alrazaq et al. (2019). Out of these, only four were
based on artificial intelligence (a more detailed description
was not provided), and the rest were rule-based systems. The
artificial intelligence approach, or, more specifically, the artificial neural network approach and the rule-based approach,
differs substantially from the technical NLP perspective, from
the perspective of clinical experts creating and managing such
systems, and in their capabilities.

1.2 Chatbots in smoking cessation
Currently, chatbots for the support of smoking cessation are
almost non-existent. A relatively complex embodied conversational agent for assessing tobacco and alcohol abuse was described by Auriacombe et al. (2018). Despite the overall complexity of the solution, this system merely asks a predefined
set of questions and extracts the answers. A notable effort towards active support for quitting smoking is presented in Calvaresi et al. (2019). This system’s conversational agent relies
on a state machine. The lack of existing neural conversational
agents in the field is primarily caused by the relative novelty of
reasonably-performing neural chatbots themselves.

• 2 METHODS
2.1 Artificial neural networks
Machine learning techniques, by definition, overcome
the difficulty of fully specifying how a computer program
should behave and instead use statistics and learning examples to produce programs that either give better results
than “hard-coded” solutions or provide good results where
hard-coding a solution is virtually impossible. While there are
1 | https://portal.dbmi.hms.harvard.edu/projects/n2c2-nlp/
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Figure 1 | Simple artificial neural network
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many different machine learning techniques known and successfully applied across a wide variety of problems, one specific approach – artificial neural networks (ANN) – has produced
state-of-the-art results in recent years that render many previously go-to techniques obsolete. ANN is, in essence, a series
of linear transforms (usually weighted sums) of inputs with
usually very simply non-linear transforms (typically cutting
off negative values, applying logistic functions, and similar)
applied in between and a suitable interpretation of the output
value(s) (e.g. class probabilities). An example of a simple neural network architecture is shown in Figure 1.
The input to the network that is depicted is a vector of dimension 3, called an input vector. The network projects the inputs by a matrix W1 to a vector of dimension 5 and applies a
non-linearity to each of its components. The resulting vector h1
is called a hidden representation, and the corresponding layer
of neurons a hidden layer. The example network then projects
h1 by W2 to a higher-order hidden representation h2, which is
finally projected to the output by W3. This architecture with,
e.g., a sigmoid function applied at the output layer, is suitable

for binary classification. The network output is interpreted as
a probability of inputs corresponding to one of the classes. The
network “learns” from data by adjusting components of the
projection matrices on the basis of the gradient of a loss function quantifying the discrepancy between the network output
and the target “true” output.

2.2 ANNs in natural language processing
Natural language processing is an interdisciplinary field between linguistics and computer science focused on the interaction between a computer and a human through natural language (e.g. English). ANNs have gained traction in the field in
recent years as a result of many separate improvements that
came together to enable well-functioning models. Specifically, the advent of transformers (Vaswani et al., 2017) led to improvements in text-to-text tasks such as answering questions
or, indeed, leading a conversation. The transformer architecture is shown in Figure 2.
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Figure 2 | Transformer architecture (taken from Vaswani et al., 2017)
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available from the World Wide Web. A recent comprehensive
survey (Raffel et al., 2020) of transformer-based models able
to process different text-to-text tasks combined with the release of code, well-performing pre-trained models, and a large
ready-to-use “Colossal Clean Crawled Corpus” invites the application of NLP to new tasks.

2.3 Informed addiction treatment
conversational agent
With the above-explained motivations for digital behavioural
therapy, the limitations of the current “hard-coded” design approach, and recent relevant advances in NLP, an opportunity
to create a transformer-based conversational agent presents
itself. Since there is no readily available data to fine-tune the
agent with for the smoking cessation domain, the proposed
solution consists of two high-level steps. In the first step, the
model will merely suggest replies to the expert in human-tohuman chat-based counselling, gradually making the task simpler for the professionals by saving the need to type. This would
allow the system to learn on curated replies, or rather whole
conversations containing the replies sanctioned by a trained
professional. Once the model is sufficiently trained, tested, and
approved, it could take the task over entirely and start helping
on a larger scale.

2.4 Human-to-human chat counselling

In the case of this architecture being employed to behave as a
chatbot, it works roughly as follows. When the model is asked
to reply to the last utterance of the counterparty, the whole conversation history is fed into the inputs shown on the left-hand
side of the figure. Then the stack of layers on the left-hand side,
called an encoder, produces highly abstracted hidden representations of every word in the conversation history. Each
word representation is informed by all the other words from
the history through an attention mechanism. The stack on the
right-hand side is called a decoder. The reply is generated one
word at a time. The generation depends on the encoded conversation history and the portion of the reply generated up to
the given point. From these inputs, the decoder stack then produces scores for all vocabulary words and the highest-scoring
word is selected as the following word in the reply. A full description is given in the original article (Vaswani et al., 2017).
The main obstacle to applying such models to a specific real-world problem is that they are significantly “data-hungry”,
while for any given problem, there might be barely any data at
all. In the NLP domain, this can be, to some extent, alleviated by
transfer learning. The core idea is to pre-train a model on tasks
related to the target task, usually dubbed downstream task in
the field, for which training data is abundant. This is especially
amenable in NLP because of the vast amounts of textual data

The system will comprise the model itself, a chat interface
for trained professionals, integration with messaging platforms (Signal) enabling communication at the user end, and
integration between these components. The model itself is
a pre-trained transformer ANN from the T5 family (Raffel et
al., 2020), consuming the conversation history as input and
returning an answer suggestion. To improve the results, the
input may be extended with contextual information in plain
text when appropriate. The addictology expert’s chatting interface is a simple web application allowing logging in and out,
managing sessions with smokers, and chatting itself. A part of
the conversation history with a (somewhat irrelevant) suggested reply is shown in Figure 3. The integration with the messaging platforms needs to allow smokers to add counselling
as a contact, view their availability, and chat with the agent.
The integration between the components is chiefly responsible for managing the availability of counselling for smokers.
The flow of the data is depicted in Figure 4. When the smoker
is in a live session and sends a message (1), the integration
relays the messages to the model (2), which provides a suggested reply (3) and subsequently delivers both the message
and the suggested answer to the counsellor’s interface (4). The
counsellor then modifies the reply as they see fit and confirms.
The reply is then relayed back to the smoker (6) but also back
to the model for learning (5).
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Figure 3 | Chat interface with a piece of conversation
and a suggested answer
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2.5 Computer-to-human chat counselling
From a technical perspective, the complete solution is slightly
simplified when switching from the above computer-assisted
human-to-human system to a computer-to-human one. Instead of presenting the suggestion to the counsellor, it simply
sends the message suggested by the model back to the user.
However, one has to consider that in the human-to-human
setting, the model is kept on track by being fed a conversation
history containing the “right” answers. This is similar to the
teacher-forcing concept in machine learning, where the model
is given correct answers to previous questions to produce the
next answer. If not controlled for, this could mean that the conversation would gradually stray off the intended path. Therefore, the system needs the ability to detect that the conversation has moved away from the topic. Once the system detects
this has occurred, it can apologise for its own confusion and
then offer to start over either from the beginning of the session
or a checkpoint possibly picked by the user.

2.6 Comparison to previous work
The approach presented here is largely motivated by an
eHealth smoking cessation application described in Kulhánek
et al. (2018). The technical core of this application is a pre-
defined decision tree with users traversing the tree according
to their situation. The therapeutic fundament of this aid lies in
cognitive-behavioural therapy with a focus on motivational interviews, positive reinforcement, lapse preparation, and lapse
management. The work described here aims to replace the
decision tree with a T5-based chatbot and plain-text domain
knowledge while using the same therapeutic approach.

Figure 4 | Conversation data flow
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To my knowledge, the only previously suggested chatbot-based
aid for smokers trying to quit is the one described in Calvaresi
et al. (2019). Their study showed high efficacy; 28.9% of the
participants did not smoke three months after quitting. The
approach suggested in this article differs in two ways. Firstly,
the chatbot model itself is fundamentally different; the chatbot
used by Calvaresi et al. (2019) is a state machine, in principle
close to the decision tree approach and therefore necessarily
somewhat rigid in the interactions compared to a good ANNbased agent. The second difference is the therapeutic base.
Although both programmes consist of a pre-quitting and a
post-quitting phase, the former actively prepares the smoker
for quitting through cognitive-behavioural therapy methods,
while the latter merely collects the data, such as the number of
cigarettes per day or the user’s smoking habits, to reuse it in the
post-quitting phase and to present it concisely to the user to increase their motivation. The ANN-based agent should learn to
mimic a trained addiction expert in providing comprehensive
cognitive-behavioural cessation therapy.

• 3 DISCUSSION
The proposed conversational agent would offer internet-
delivered cognitive behavioural therapy for smoking cessation
available to a substantial number of smokers worldwide. As
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a result of increased engagement, the hope is for the agent’s
therapy efficacy to be higher than that of the previously developed systems described above. By its nature, managing its
contents would be less costly in terms of addiction expert time
compared to a rule-based system. Furthermore, once the system is operable in one language, it is easily extendable to other
languages. This is highly beneficial because of the vast number
of smokers in non-English-speaking countries (Gowing et al.,
2015). If it were successful, the same framework could be applied to other tasks, e.g. alcohol abuse therapy delivery.

agent will always follow the set therapy, while the counsellors
can, at times, drift away from the therapy manual. As already
mentioned above, a great advantage of the electronic version of
the therapy is its convenience for the user. Further, if designed
well, the system can offer the possibility of revisiting topics
already covered on demand, depending on what a given user
would like to remind themselves of at any time.

The most significant advantage of the system described here,
as compared to conventional therapy, is its availability in two
regards. It is able to accommodate many users. From the user’s perspective, the ability to follow the therapy at a convenient
time without travelling to the counsellor’s practice or accessing
it when acutely needed is highly beneficial.

A case has been made for a transformer-like artificial neural
network-based smoking cessation chatbot. Once functioning,
such a system would be comparatively cheap to run and
available at any time. Because of the lack of data for such
models to learn from, a two-stage approach is suggested. The
first stage involves addiction experts providing human-tohuman counselling via a chat interface, thus facilitating data
collection. At the same time, they would also preview how the
system is improving on the basis of the previous conversations
with each system-suggested answer. This should ultimately
enable the second stage, in which a fully autonomous smoking
cessation behavioural therapy chatbot will be created. Based
on the evidence of previous results from RCT (Kulhánek et
al., 2021), a user acceptance study (Kulhánek et al., 2018),
and other results, having such a system appears to be highly
desirable. New techniques in natural language processing,
along with making the relevant code, models, and data readily
available (Raffel et al., 2020), make this endeavour feasible in
the technical realm. A possible downside to using end-to-end
trained ANN as a core model is a lack of ability to explain its
behaviour. There is a risk of the model not behaving as desired
without any clear paths to alleviate the problems. The system
described here is currently a work in progress.

Notwithstanding the benefits described above, the suggested
approach is not without problems. Firstly, despite recent promising results in transfer learning of transformers, creating an
agent as described of sufficient quality might prove just beyond the reach of the current technical possibilities. Secondly,
collecting the sensitive data required for training the system
is not straightforward. Precautions have to be taken to ensure
no personal data is retained either in stored examples or in the
ANN itself. These precautions need to be deemed sufficient
by the responsible ethical committees, and at the same time,
they must not limit the learning of the model too much. Without solutions to these two basic problems, the model described
here cannot come into existence.
The ethical aspects remain important even in the second
stage, where de-identifying data is not possible before a given user finishes the programme as their therapy history is
required for continuation. While this poses an issue, robust
technical solutions, e.g. per-user therapy history encryption,
are available. Sharing de-identified data is both desirable to
facilitate research in the fields that are affected and problematic from the ethical perspective, as pointed out by Velupillai
et al. (2018). However, if these issues are solved, the system
could support research in the tobacco addiction field, allow the
verification of hypotheses, or enable the identification of weak
spots of the treatment.
From the client’s perspective, there are advantages and drawbacks to consuming a smoking cessation therapy delivered by
an automated conversational agent compared to the conventional in-practice therapy. A subset of both stems from the
presence or lack of presence of the counsellor. The counsellor
can identify issues in the therapy early and e.g. suggest a different treatment. Sometimes, they can offer a complementary
medication or use therapeutic techniques beyond the possibilities of text-based chat. On the other hand, the programmed
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